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Week 5: Other Retrieval Models 
 Review: Computing Cosine 
 Probabilistic Model 

–  IIR Chapter 11 
–  Ignore ‘Inference Networks’ 

 Language Models 
–  IIR Chapter 12 

Query Evaluation (for ranked retrieval) 
Multi-step process 

1.  Initialization 
2.  Identify the terms in the query 
3.  Look up information about each term 

•  file offset into inverted file 
•  the document frequency 

4.  Loop over each inverted file entry for terms 
•  compute a partial score for each document 

5.  Sort documents by score 
6.  Report results 
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[1] Initialization 
 We assume that the lexicon and inverted 

file already exist 
 Since multiple queries may be presented, 

we don’t want to reload data structures 
multiple times 

 So load the lexicon data structure into 
memory 

 Set scores for all documents to 0 
 Load/Compute document vector lengths 

[2] Identify terms in the query 
 Treat queries like documents 

– Tokenize and identify terms the same way 
– Don’t want mismatches (e.g., Case vs case) 

 Note query term frequency for each term 
– Example:   “fast cars” 

•  fast occurred once 
•  cars occurred once 

–       “bookish book lovers” 
•  With stems: 
•  book occurred twice 
•  love occurred once 
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[3] Find information for each term 
 File offset 

– Should be stored in term’s lexicon entry 
– Used to locate posting’s list in one disk seek 

 Document frequency 
– Should be stored in term’s lexicon 
– Used to determine length of postings list 
– Also used if IDF-weighting is employed 

[4] Loop over each term’s IF list 
 We will score each document in which 

any query term occurs 
– Use a fixed size array (one entry per 

document) 
– Use a hashtable with docids as keys 

•  What if we had a really large collection? 
 Looping down a posting’s list, we 

compute partial scores 
– The exact computation depends on the 

similarity metric we use 
– The score for each document changes are 

more of the query terms are examined 
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Computing cosine term-by-term 
  For purposes of ranking docs 

against a query 
–  Can ignore query vector 

‘length’ 
–  Only need consider terms 

which occur in both query 
and doc 

  Part of the equation isn’t 
dependent on the query 
–  Precompute document length 

  The sum can be computed 
term by term 

Example 
  Query = survivor island 
  Doc1 = survivor crusoe 
  Doc2 = island bermuda 

N=524,000 df idf 

survivor 578 9.82 

island 9635 5.76 

crusoe 30 14.1 

bermuda 591 9.79 
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Example, cont’d 
  Query = survivor island 
  Doc1 = survivor crusoe 
  Doc2 = island bermuda 

[5] Sort documents by score 
 Use any old sorting algorithm 

– Quicksort or Mergesort = O(n log(n)) 

 But, if we want only the top, say 100 docs 
– Heapsort = O(n log(k)) 

•  for k << n, it matters 
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[6] Report results 
 Trivially, just report docid and score 

– 1  Doc XX-1  5.61 
– 2  Doc YY-7  2.92 
– 3  …. 

  In real world, need to summarize content 
and be able to present document 
– Google reports 

•  document title, context of query search terms, file 
type, hyperlink, size, if cached, date 

Efficiency Ideas 
 Minimize memory - 3 main users 

– Lexicon (we’ve already talked about that) 
– Document lengths 
– Document scores 

 For many documents and long queries, 
may not be able to score them all 
– Only look at some terms (IDF threshold) 
– Have a fixed number of accumulators 

•  How should you pick them? FCFS? 
– Freq. sorted postings 
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Probabilistic Models 
 Rigorous formal model attempts to 

predict the probability that a given 
document will be relevant to a given 
query 

 Ranks retrieved documents according to 
this probability of relevance (Probability 
Ranking Principle) 

 Relies on accurate estimates of 
probabilities 

Probability Ranking Principle 
  If a reference retrieval system’s response to 

each request is a ranking of the documents in 
the collections in the order of decreasing 
probability of usefulness to the user who 
submitted the request, where the probabilities 
are estimated as accurately as possible on the 
basis of whatever data has been made 
available to the system for this purpose, then 
the overall effectiveness of the system to its 
users will be the best that is obtainable on the 
basis of that data. 

Stephen E. Robertson, J. Documentation 1977 
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Probabilistic Model 
  Angle between two vectors: how empirical! 

–  Want to compute the probability that a document satisfies a 
user’s need 

  Biased towards an interactive view of the process 
–  Initially posit a set of candidate documents 
–  The user will rate initial documents 
–  Now the system can make a better guess 

  Probabilistic framework 
–  Compute odds of relevance for a document 
–  Binary weights are used 
–  In practice, no human feedback is required 

Recall a few probability basics 
 For events a and b: 
 Bayes’ Rule 

 Odds: 

Posterior 

Prior 

Courtesy of Manning and Raghavan 
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Probability Ranking Principle 

Let x be a document in the collection.  
Let R represent  relevance of a document w.r.t. given (fixed)  
query and let NR represent non-relevance. 

p(x|R), p(x|NR) - probability that if a relevant (non-relevant) 
 document is retrieved, it is x. 

Need to find p(R|x) - probability that a document x is relevant. 

p(R),p(NR) - prior probability 
of retrieving a (non) relevant 
document 

Courtesy of Manning and Raghavan 

Courtesy of Manning and Raghavan 

Probability Ranking Principle 
  How do we compute all those probabilities? 

–  Do not know exact probabilities, have to use 
estimates  

–  Binary Independence Retrieval (BIR) – which we 
discuss later today – is the simplest model 

  Questionable assumptions 
–  “Relevance” of each document is independent of 

relevance of other documents. 
•  Really, it’s bad to keep on returning duplicates 

–  Boolean model of relevance 
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Probabilistic Ranking 

Basic concept: 

"For a given query, if we know some documents that are 
relevant, terms that occur in those documents should be 
given greater weighting in searching for other relevant 
documents. 

By making assumptions about the distribution of terms 
and applying Bayes Theorem, it is possible to derive 
weights theoretically." 

Van Rijsbergen 

Courtesy of Manning and Raghavan 

Binary Independence Model 
  Traditionally used in conjunction with PRP 
  “Binary” = Boolean: documents are represented 

as binary incidence vectors of terms (cf. 
lecture 1): 
–     
–                 iff  term i is present in document x. 

  “Independence”: terms occur in documents 
independently   

  Different documents could theoretically be 
modeled as same vector 

Courtesy of Manning and Raghavan 
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Binary Independence Model 
 Queries: binary term incidence vectors 
 Given query q,  

–  for each document d  we need to compute   
p(R|q,d). 

– replace with computing p(R|q,x) where x is 
binary term incidence vector representing d 
Interested only in ranking 

 Will use odds and Bayes’ Rule: 

Courtesy of Manning and Raghavan 

Binary Independence Model 

•  Using Independence Assumption: 

Constant for a 
given query Needs estimation 

• So : 

Courtesy of Manning and Raghavan 
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Binary Independence Model 

•  Since xi  is either 0 or 1: 

•  Let  

•  Assume, for all terms not occurring in the query (qi=0) 
This can be  
changed (e.g., in 
relevance feedback) 

Courtesy of Manning and Raghavan 

Meaning: any term not present in the 
query is just as likely to occur in relevant 
and non-relevant documents. 

• Products are over all terms. What happens to third factor? 

All matching terms 
Non-matching 
query terms 

Binary Independence Model 

All matching terms 
All query terms 

Courtesy of Manning and Raghavan 

Increase right factor to include all query terms, even those in the 
document, but divide left factor to compensate (we shift 
probability mass between products) 
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Binary Independence Model 

Constant for 
each query 

Only quantity to be estimated  
for rankings 

•  Retrieval Status Value: 

Courtesy of Manning and Raghavan 

Binary Independence Model 

•  All boils down to computing RSV. 

So, how do we compute ci’s from our data ? 

Courtesy of Manning and Raghavan 
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Binary Independence Model 

•  Estimating RSV coefficients. 
•  For each term i look at this table of document counts: 

•  Estimates: 

Courtesy of Manning and Raghavan 

Initial Assumptions 
  Problem: we don’t know which are the relevant 

and non-relevant docs 
–  Needed to compute values of contingency table... 

  Lacking any other knowledge, we can assume 
that all terms are equally likely to appear in 
relevant documents 
–  So estimate pi = 0.5 (a fixed constant) 

  Assume terms occur in irrelevant documents 
just as often as in the corpus as a whole 
–  So estimate ri = n/N, where ni is the number of 

documents in which ki appears  
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29 Courtesy of Manning and Raghavan 

Iteratively estimating pi 
1.  Assume that pi constant over all xi  in query 

–  pi = 0.5 (even odds) for any given doc 
2.  Determine guess of relevant document set: 

–  V is fixed size set of highest ranked documents on 
this model (note: now a bit like tf.idf!) 

3.  We need to improve our guesses for pi and ri, 
so 
–  Use distribution of xi in docs in V. Let Vi be set of 

documents containing xi  
•  pi = |Vi| / |V| 

–  Assume if not retrieved then not relevant  
•  ri  = (ni – |Vi|) / (N – |V|) 

4.  Go to 2. until converges then return ranking 

Courtesy of Manning and Raghavan 

PRP and BIR 
  Getting reasonable approximations of 

probabilities is possible. 
  Requires restrictive assumptions: 

–  term independence 
–  terms not in query don’t affect the outcome 
–  boolean representation of documents/queries/

relevance 
–  document relevance values are independent 

  Some of these assumptions can be removed 
  Problem: either require partial relevance 

information or only can derive somewhat 
inferior term weights 
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What comes next? 
 shut ... 

 please close the ... 

 give me a .... 

  i like to eat ... 

  for breakfast I like to eat ... 

In LDC2006T13 (GOOG 5-grams) 
  please close the browser .      44 
  please close the browser window 547 
  please close the bug .  53 
  please close the door " 49 
  please close the door , 51 
  please close the door . 125 
  please close the door ? 100 
  please close the door and       77 
  please close the door behind    69 
  please close the door on        71 
  please close the gate behind    64 
  please close the new browser    167 
  please close the new window     676 
  please close the outside link   159 
  please close the popup window   45 
  please close the queue ,        123 
  please close the thread .       48 
  please close the window .       168 
  please close the window and     116 
  please close the window by      70 
  please close the window to      231 
  please close this ? </S>        44 
  please close this box . 52 



17 

Language Modelling Motivation 
 http://www.youtube.com/watch?

v=6hcoT6yxFoU 

Statistical Language Models 
  Around 1998-2000 three groups developed a 

model based on statistical language modelling 
–  Ponte and Croft, (SIGIR-98) 
–  Miller, Leek, and Schwartz, (SIGIR-99) 
–  Hiemstra and de Vries, (CTIT Tech. Report, May 

2000) 

 Can be viewed as a Markov process 
 Appears to outperform vector cosine 
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Formal Language (Model) 
  Traditional generative model: generates strings 

–  Finite state machines or regular grammars, etc. 
  Example:  

I wish 

I wish 
I wish I wish 
I wish I wish I wish 
I wish I wish I wish I wish 
… 

*wish I wish 

Courtesy of Manning and Raghavan 

Stochastic Language Models 
  Models probability of generating strings in the 

language (commonly all strings over alphabet 
!)   

0.2  the 

0.1  a 

0.01  man 

0.01  woman 

0.03  said 

0.02  likes 

… 

the man likes the woman 

0.2 0.01 0.02 0.2 0.01 

multiply 

Model M 

P(s | M) = 0.00000008  
Courtesy of Manning and Raghavan 
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Stochastic Language Models 
 Model probability of generating any 

string 

0.2  the 

0.01  class 

0.0001  sayst 

0.0001  pleaseth 

0.0001  yon 

0.0005  maiden 

0.01  woman 

Model M1 Model M2 

maiden class pleaseth yon the 

0.0005 0.01 0.0001 0.0001 0.2 
0.01 0.0001 0.02 0.1 0.2 

P(s|M2)  >  P(s|M1) 

0.2  the 

0.0001  class 

0.03  sayst 

0.02  pleaseth 

0.1  yon 

0.01  maiden 

0.0001  woman 

Courtesy of Manning and Raghavan 

M 
P (                | M ) = P (      | M )  

P (     | M,      ) 

P (     | M,          ) 

P (     | M,             ) 

Courtesy of Manning and Raghavan 

Stochastic Language Models 
 A statistical model for generating text 

– Probability distribution over strings in a 
given language 
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  Unigram Language Models 

  Bigram (generally, n-gram) Language Models 

= P (    ) P (    |   ) P (    |    ) P (    |          ) 

 P (  ) P (  )  P ( )    P ( ) 

P (             ) 

 P (   ) P (   |  ) P (   |   )   P(  |   ) 

Easy. 
Effective! 

Courtesy of Manning and Raghavan 

Unigram and higher-order models 

Using Language Models in IR 
  Treat each document as the basis for a model 

(e.g., unigram sufficient statistics) 
  Rank document d based on P(d | q) 
  P(d | q) = P(q | d)  x  P(d)  /  P(q) 

–  P(q) is the same for all documents, so ignore 
–  P(d) [the prior] is often treated as the same for all d 

•  But we could use criteria like authority, length, genre 
–  P(q | d) is the probability of q given d’s model 

  Very general formal approach 

Courtesy of Manning and Raghavan 
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The fundamental problem of LMs 

 Usually we don’t know the model M 
– But have a sample of text representative of 

that model 

 Estimate a language model from a 
sample 

 Then compute the observation 
probability 

P (            | M(                            ) ) 

M 
Courtesy of Manning and Raghavan 

Language Models for IR 

 Language Modeling Approaches 
– Attempt to model query generation process 
– Documents are ranked by the probability that a 

query would be observed as a random sample 
from the respective document model 

•  Multinomial approach 

Courtesy of Manning and Raghavan 
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Retrieval based on probabilistic LM 
 Treat the generation of queries as a 

random process. 
 Approach 

–  Infer a language model for each document. 
– Estimate the probability of generating the 

query according to each of these models. 
– Rank the documents according to these 

probabilities. 
– Usually a unigram estimate of words is used 

•  Some work on bigrams, paralleling van 
Rijsbergen 

Courtesy of Manning and Raghavan 

Retrieval based on probabilistic LM 
  Intuition 

– Users … 
•  Have a reasonable idea of terms that are likely to 

occur in documents of interest. 
•  They will choose query terms that distinguish 

these documents from others in the collection. 
 Collection statistics … 

– Are integral parts of the language model. 
– Are not used heuristically as in many other 

approaches. 
•  In theory. In practice, there’s usually some wiggle 

room for empirically set parameters 

Courtesy of Manning and Raghavan 
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Query generation probability (1) 
  Ranking formula 

  The probability of producing the query given the 
language model of document d using MLE is: 

Unigram assumption: 
Given a particular language model, the
 query terms occur independently 

       : language model of document d 

       : raw tf of term t in document d 

       : total number of tokens in document d 
Courtesy of Manning and Raghavan 

Insufficient data 
 Zero probability 

– May not wish to assign a probability of zero 
to a document that is missing one or more of 
the query terms [gives conjunction semantics] 

 General approach 
– A non-occurring term is possible, but no 

more likely than would be expected by 
chance in the collection. 

–  If              , 

        : raw count of term t in the collection 

        : raw collection size(total number of tokens in the collection) 

Courtesy of Manning and Raghavan 
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Insufficient data 
  Zero probabilities spell disaster 

–  We need to smooth probabilities 
•  Discount nonzero probabilities 
•  Give some probability mass to unseen things 

  There’s a wide space of approaches to 
smoothing probability distributions to deal with 
this problem, such as adding 1, " or ε to 
counts, Dirichlet priors, discounting, and 
interpolation 

  A simple idea that works well in practice is to 
use a mixture between the document 
multinomial and the collection distribution 

Courtesy of Manning and Raghavan 

Mixture model 
  P(w|d) = λPmle(w|Md) + (1 – λ)Pmle(w|Mc) 
  Mixes the probability from the document with 

the general collection frequency of the word. 
–  How should we determine λ ? 

  A high value of lambda makes the search 
“conjunctive-like” – suitable for short queries 

  A low value is more suitable for long queries 
  Can tune λ to optimize performance 

–  Perhaps make it dependent on document size (cf. 
Dirichlet prior or Witten-Bell smoothing) 

Courtesy of Manning and Raghavan 
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Basic mixture model summary 
 General formulation of the LM for IR 

– The user has a document in mind, and 
generates the query from this document. 

– The equation represents the probability that 
the document that the user had in mind was 
in fact this one. 

general language model 

individual-document model 

Courtesy of Manning and Raghavan 

Example 
  Document collection (2 documents) 

–  d1: Xerox reports a profit but revenue is down 
–  d2: Lucent narrows quarter loss but revenue 

decreases further 
  Model: MLE unigram from documents; λ = "  
  Query: revenue down 

–  P(Q|d1) = [(1/8 + 2/16)/2] x [(1/8 + 1/16)/2] 
                = 1/8 x 3/32 = 3/256 
–  P(Q|d2) = [(1/8 + 2/16)/2] x [(0 + 1/16)/2] 
                = 1/8 x 1/32 = 1/256 

  Ranking: d1 > d2 

Courtesy of Manning and Raghavan 
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Ponte and Croft Experiments 
  Data 

–  TREC topics 202-250 on TREC disks 2 and 3 
•  Natural language queries consisting of one sentence each 

–  TREC topics 51-100 on TREC disk 3 using the 
concept fields 

•  Lists of good terms 

<num>Number: 054 

<dom>Domain: International Economics 

<title>Topic: Satellite Launch Contracts 

<desc>Description: 
… </desc> 

<con>Concept(s): 

1.  Contract, agreement 

2.  Launch vehicle, rocket, payload, satellite 

3.  Launch services, …  </con> Courtesy of Manning and Raghavan 

Precision/recall results 202-250 

Courtesy of Manning and Raghavan 
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 The main difference is whether 
“Relevance” figures explicitly in the 
model or not 
– LM approach attempts to do away with 

modeling relevance 
 LM approach asssumes that documents 

and expressions of information problems 
are of the same type 

 Computationally tractable, intuitively 
appealing 

LM vs. Prob. Model for IR 

Courtesy of Manning and Raghavan 

 Problems of basic LM approach 
– Assumption of equivalence between 

document and information problem 
representation is unrealistic 

– Very simple models of language 
– Relevance feedback is difficult to integrate, 

as are user preferences, and other general 
issues of relevance 

– Can’t easily accommodate phrases, 
passages, Boolean operators 

 Current extensions focus on putting 
relevance back into the model, etc. 

LM vs. Prob. Model for IR 

Courtesy of Manning and Raghavan 


